
Bayesean Updating: Practice Problems

-Tim Jankowiak (6/3/2012)

1. Last night I baked my wife a cake for her birthday. It came out of the oven looking really
quite delicious, but when she took the first bite the look on her face told me something had
gone terribly wrong. “It’s really... salty,” she said. It appeared that I had switched the salt
for the sugar, and used one cup of the former and a pinch of the latter, when I ought to have
done it the other way around. Now normally (when I’ve got all my wits about me), I’m fairly
attentive when I’m in the kitchen. I would say there’s only about a 5% chance on most days
that I would make a mistake as egregious as mistaking the salt for the sugar. But if I’ve had
a few drinks, I can be a bit more careless, and the chance of me making such a mistake would
be around 40%. (Note that I’m only a moderate drinker, and only have more than a couple
drinks about 1 night out of 4.) What is the probability that I was drunk when I baked the
cake?

2. Tim and Jim are arguing about the effectiveness of homeopathic remedies for people with
arthritis. Jim thinks that a certain pill can help relieve arthritis symptoms, and be believes
that 85% of people who take the “medicine” feel better an hour later. Tim points out that
studies show that 75% of people feel better an hour later when given just a placebo. Jim is a
true believer and things that there is a 97% chance that the “medicine” is as effective as he
claims. Tim is a true skeptic and thinks that there is a 97% chance that it is just a placebo
effect. Both Jim and Tim agree that the only possible explanations of people getting better
are that either the “medicine” works, or it is a placebo. They decide to administer the drug
to someone with arthritis, but an hour later there is no improvement.

(a) What should Tim’s updated beliefs be?

(b) What should Jim’s be?

(c) How would they have updated their beliefs if the patient had felt better an hour later
instead?

3. You are at a student party watching an acquaintance, Alex, get hit on by another student,
Devin. Devin is laying it on thick and is clearly hoping to leave the party with Alex. You’ve
seen this kind of thing before (more often than you’d like to remember) and know that these
sorts of advances only work about 5% of the time. “Devin has little chance,” you think to
yourself. Then a friend walks up to you. You ask what the deal is with this Devin character
who is hitting on Alex. “Devin is a philosophy major,” you are told. “Oh right,” you respond,
“3 of the 40 people here are philosophy majors. Well perhaps Devin has a chance after all.”
For you know that all philosophy majors are total players, and have, on average, about 3
times as much luck as the average undergrad in situations like this. What do you think the
probability is that Alex will leave the party with Devin?1

4. You are watching Mark and Heather have an argument. The two have a lot in common: they
are both professional statisticians during the week, and professional house music DJs on the
weekend. They are arguing about the variance of the BPM (beats per minute) of the average
house music song. Both agree that the mean BPM is around 125 and that the distribution is

1Please note the intentional use of gender-ambiguous names. All philosophy majors are total players, regardless
of gender or sexual orientation.
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normal. But Mark thinks the standard deviation is 2, while Heather thinks it is 3. You know
that Mark has more experience than Heather does, so you think it is twice as likely that Mark
is correct as that Heather is correct. They decide to collect some evidence. They reach into a
crate of records, grab one, drop the needle on it, and discover that the BPM is greater than
131. How should you update your belief that Mark’s hypothesis is correct? (Consider the two
hypotheses in question as exhaustive options.)

5. There is a jar with exactly 2 balls in it. You know that 0-2 of the balls are black, and 0-2
of the balls are white. There are no other possible colors of the balls. You want to test the
hypothesis that all of the balls are black. You grab a ball; it is black.

(a) What probability should you assign to the hypothesis after gathering this piece of infor-
mation?

(b) Now do the same problem, but assume that there are 3 balls in the jar (and that 0-3 are
white, 0-3 black).

(c) Can you think of a way to update your probability assignment to the hypothesis that all
the balls are black for any arbitrary number of balls in the jar (e.g., 9 balls or 101 balls)?

(d) What if there were 2 balls in the jar, but the balls could be either white, black, or red?

SOLUTIONS

1. The hypothesis in question is that I was drunk when I baked the cake, and the evidence is
my mistake with the salt. So,

H: I was drunk when I baked the cake.
E: I mistook the salt for the sugar.

Regarding the probability of the mistake occurring as a function of whether I’ve been drinking,
we are told that,

Pr(E|¬H) = 5%

Pr(E|H) = 40%

And we are told that the base-rate of my alcohol consumption is 1 night out of 4, or:

Pr(H) = 25%

Bayes’s Theorem tells us that,

Pr(H|E) =
Pr(E|H)Pr(H)

Pr(E)

We’ll need the theorem of total probability to decide Pr(E):

Pr(E) = Pr(E|H)Pr(H) + Pr(E|¬H)Pr(¬H)

We have enough information to figure this out:

Pr(E) = (.4)(.25) + (.05)(.75) = .1375
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So plugging our values in we see that,

Pr(H|E) =
(.4)(.25)

(.1375)
= .7273

So there was a 72.73% chance that I was drunk when I baked the cake.

2. The hypothesis in question is that the homeopathic “medicine” is effective, and the evidence
is that the patient did not get better. (Tim’s claim that the drug merely works as a placebo
will simply be (¬H).

H: The homeopathic pill is effective.
¬H: The pill is a mere placebo.
E: The patient did not improve.

Both agree that if the pill works as described in H, then,

Pr(E|H) = 15%

They also agree that if the pill is a mere placebo, then,

Pr(E|¬H) = 25%

We can use Bayes’s Theorem to determine Pr(H|E), but since Tim and Jim assign different
prior probabilities to H, we must update their beliefs separately.

(a) First Tim: As a skeptic, Tim assigns a very low prior probability to H:

Pr(H) = 3%

Tim will use this value to determine the prior probability of E (using the Total Proba-
bility Theorem):

Pr(E) = Pr(E|H)Pr(H) + Pr(E|¬H)Pr(¬H)

= (.15)(.03) + (.25)(.97)

= .247

Now we have enough information to use Bayes’s theorem:

Pr(H|E) =
(.15)(.03)

(.247)
= .0182

So Tim has gone from thinking that H had a 3% probability, to having only a 1.82%

probability.

(b) Now Jim: As a true believer, Jim assigns a very high probability to H:

Pr(H) = 97%

Jim will use this value to determine the prior probability of E (using the Total Probability
Theorem):

Pr(E) = Pr(E|H)Pr(H) + Pr(E|¬H)Pr(¬H)
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= (.15)(.97) + (.25)(.03)

= .153

Now we have enough information to use Bayes’s theorem:

Pr(H|E) =
(.15)(.97)

(.153)
= .9510

So Jim has gone from thinking that H had a 97% probability, to having only a 95.10%

probability.

(c) Note that even though both Tim and Jim begin and end with different probability
assignments to H, for both of them the evidence, E, disconfirms H. If the patient had
instead gotten better (call this ¬E), H would have been confirmed, and Tim’s updated
belief about Pr(H) would have been greater than 3%, and Jim’s would have been greater
than 97%. (I’ll leave it up to you to work out the math on this one.)

3. Although this problem is asking about conditional probabilities, it turns out that we won’t
need Bayes’s Theorem, and can solve it simply with the Total Probability Theorem, and a
little basic algebra.

First we define out terms:

H: Alex will leave the party with Devin.
E: Devin is a philosophy major.

We are told that the base-rate of pick-up success at parties like this is 5%, which gives us
the prior probability of H (i.e., the probability prior to learning that Devin is a philosophy
major).

Pr(H) = 5%

We also know how likely it is that any given individual at the party is a philosophy major:

Pr(E) =
3

40

Now, we’re being asked to determine the probability that Alex will leave the party with Devin,
given that Devin is a philosophy major, i.e., Pr(H|E). Note that if we were to set up a Total
Probability equation for Pr(H), Pr(H|E) would occur in the equation as one of the terms:

Pr(H) = Pr(H|E)Pr(E) + Pr(H|¬E)Pr(¬E)

But we already know Pr(H), Pr(E), and Pr(¬E). And we also know that Pr(H|E) is 3
times greater than Pr(H|¬E) (because philosophy majors are so successful). So we can plug
in these values, and then solve for 3x.

.05 = 3x(
3

40
) + x(

37

40
)

We solve this to learn that x = .0435, which tells us the value of Pr(H|¬E), but we are
concerned with Pr(H|E), i.e., 3x, which is .1304. Hence there is a 13.04% chance that Alex
will go home with Devin.
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4. This problem asks you to appeal to some of what you know about how knowledge of the
variance of a distribution can help us predict probabilities. We have two hypotheses on the
table, and let’s say for argument’s sake that they’re exhaustive.

HM : The standard deviation is 2.
HH : The standard deviation is 3.

Prior to collecting any evidence, you think that HM is twice as likely as HH . So,

Pr(HM) =
2

3

Pr(HH) =
1

3

Our evidence is:

E: The record’s BPM is greater than 131.

What can we do with this evidence? Well according to HM , the SD of the distribution is 2,
so 99.7% of songs will have BPMs between 119 and 131. But according to HH , the SD is 3,
so only 95.4% of songs will fall within this range. This means that they disagree about how
unlikely E is. We can express their disagreement as follows:

Pr(E|HM) = .0015

Pr(E|HH) = .0230

To use Bayes’s Theorem, we’ll still need to figure out the prior probability of E, so we can
use the Total Probability Theorem:

Pr(E) = Pr(E|HM)Pr(HM) + Pr(E|¬HH)Pr(¬HH)

Pr(E) = (.0015)(
2

3
) + (.0230)(

1

3
)

Pr(E) = .00867

This should give us enough information to finish the problem:

Pr(HM |E) =
Pr(E|HM)Pr(HM)

Pr(E)

Pr(HM |E) =
(.0015)(2

3)

(.00867)

Pr(HM |E) = .1153

This means that you have significantly revised your belief that Mark is correct, and you now
think that there is only a 11.53% chance that he is correct.

5. We first define our hypothesis and evidence:

H1: All the balls are black.
E: The one observed ball is black.
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These can remain the same for all four problems to follow.

(a) The first thing we should do is assign our prior probabilities. How do we determine this
for Pr(H1)? One the one hand, we can recognize that either H1 is true or ¬H1 is true.
Does that mean we should assign a prior probability of .5 (50/50) to H1? No! Because
if we think about it for a moment, we realize that there is only 1 way that H1 can be
true, but 3 ways that ¬H1 can be true. Let’s call these other possibilities H2, H3, and
H4. We can enumerate all the possible hypotheses as follows:

H1: B B
H2: B W
H3: W B
H4: W W

All four of these possibilities have the same chance of being correct (as far as we know),
therefore we should assign a prior probability of .25 to each of them:

Pr(H1) = .25

Pr(H2) = .25

Pr(H3) = .25

Pr(H4) = .25

We can use these values to find the prior probability of E. Our normal statement of the
Total Probability Theorem looks like this:

Pr(E) = Pr(E|H1)Pr(H1) + Pr(E|¬H1)Pr(¬H1)

But now we know that Pr(¬H1) is really just the sum of Pr(¬H2)+Pr(¬H3)+Pr(¬H4).
So we can use an expanded version of the Total Probability Theorem to determine Pr(E):

Pr(E) = Pr(E|H1)Pr(H1) + Pr(E|H2)Pr(H2) + Pr(E|H3)Pr(H3) + Pr(E|H4)Pr(H4)

Trust me, this isn’t as scary as it looks, and we can get all the values we need by looking
at the table above.

Pr(E) = (1)(.25) + (.5)(.25) + (.5)(.25) + (0)(.25)

So,
Pr(E) = .5

Now we have enough information to use Bayes’s Theorem:

Pr(H1|E) =
Pr(E|H1)Pr(H1)

Pr(E)

Pr(H1|E) =
(1)(.25)

(.5)

Pr(H1|E) = .5

So, given the evidence (the one black ball), we update our beliefs and now think there is
a 50% chance that all the balls are black.
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(b) If there were 3 balls in the jar, then things get a bit messier. H1 is still that all the balls
are black, but there are now a total of 8 hypotheses to take into account (23).

H1: B B B
H2: B B W
H3: B W B
H4: B W W
H5: W B B
H6: W B W
H7: W W B
H8: W W W

And once again we must assign the same prior probability to each of these, in this case,
.125. We could set up the Total Probability Theorem with 8 terms if we wanted to, like
this:

Pr(E) = Pr(E|H1)Pr(H1) + ... + Pr(E|H8)Pr(H8)

But that is inelegant. A slightly quicker way would be to take Pr(E|H) for all of H1

though H8 and just average them, since they are all equally likely to be true.

Pr(H1) = 1

Pr(E|H2) =
2

3

Pr(E|H3) =
2

3

Pr(E|H4) =
1

3

Pr(E|H5) =
2

3

Pr(E|H6) =
1

3

Pr(E|H7) =
1

3

Pr(E|H8) = 0

Interestingly enough, Pr(E) turns out to be .5 again. So now when we plug in Bayes’s
Theorem, the only difference from last time is is the prior probability of H:

Pr(H|E) =
Pr(E|H)Pr(H)

Pr(E)

Pr(H|E) =
(1)(.125)

(.5)

Pr(H|E) = .25

7



(c) Maybe now it should be clear that with this set up, the prior probability of drawing a
black ball (Pr(E)) will always be .5. The prior probability of the all the balls being
black (Pr(H1)) will always be 1

2n , where n is the number of balls in the jar. Then any
time we draw a ball and discover that it is black, Bayes’s Theorem will tell us that,

Pr(H1|E) =
Pr(E|H1)Pr(H1)

Pr(E)

Pr(H1|E) =
(1)( 1

2n )

(.5)

This can be simplified to:

Pr(H1|E) =
1

2n−1

(d) With three different colored balls, the problem is similar to (b), but now we have 9 total
possibilities (32):

H1: B B
H2: B W
H3: B R
H4: W B
H5: W W
H6: W R
H7: R B
H8: R W
H9: R R

By now it should be obvious that we don’t need to actually do the math to determine
the prior probability of E; it’s clearly 1

3 . We also see that Pr(E|H1) is 1, and that the
prior for Pr(H1) is 1

9 . So plugging into Bayes’s, we get:

Pr(H1|E) =
Pr(E|H1)Pr(H1)

Pr(E)

Pr(H1|E) =
(1)(1

9)

(1
3)

Pr(H1|E) =
1

3
And in general with three colors, for an arbitrary number of balls, n,

Pr(H1|E) =
1

3n−1

Finally, for any arbitrary number of balls, n, and any arbitrary number of colors, m,

Pr(H1|E) =
1

mn−1

See, I told you this was fun!
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